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1 · PROBLEM

what and why

Earthquake early warning is a detection problem: classify a 60-second waveform window as event or noise fast enough to

act before the S-wave arrives. It is not earthquake prediction. Operational systems such as ShakeAlert already do this with

hand-tuned multi-station agreement.

This project asks whether a learned graph over waveform channels can cut false alarms relative to a single-station CNN,

on STEAD. The graph built so far is a three-node clique of the East, North, and Z components of one station. Spatial

coherence across a geographic network is the intended next graph, not the one already trained.

2 · APPROACH

model / method, and why this one

Each of the three components is encoded by a 1D CNN into a 64-d vector. A small transformer aligns the three

embeddings. Three GCN layers pass messages on the clique, then global pooling feeds a detection head and a magnitude

head.

Focal Loss (γ = 2) is used because STEAD is about 81% noise. The GCN cannot enforce wave-speed constraints on a

single-station clique; that claim is reserved for a later multi-station graph with geographic edges.

3 · DATASET

source, size, preprocessing

STEAD: 60-second, 100 Hz, three-component traces with event/noise labels, magnitude, and station metadata. About 85

GB in HDF5, streamed with SeisBench. Evaluation split is event-disjoint.

4 · METRICS

how you’ll know it worked

Primary: event-detection F1 and false-alarm rate against a majority-class baseline (always-noise is ~81% accuracy) and

against a CNN-only ablation. Reported so far: full pipeline 98.2% accuracy / F1 0.941; CNN only 88.5% / 0.732; GCN

only 51.9% / 0.490. The GCN-only number is below the majority baseline, which is expected if the graph has no

waveform encoder.

Secondary: magnitude MAE on earthquake-labeled traces (0.436 so far). Precursor identification is not a claimed task.

Success is a clear F1 gain over CNN-only at a matched or lower false-alarm rate, not a 90% prediction bar.

5 · COMPUTE

training time, memory, dependencies

Full-corpus training ran on AMD enterprise GPUs at batch 4096, under 48 hours. AdamW 3e-4, gradient clip 1.0. A later

multi-station run needs the same stack plus geographic graph construction.

6 · DELIVERABLES
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model, paper, demo

· Code for the CNN–transformer–GCN stack and the STEAD training loop.

· Ablation table against CNN-only and majority-class baselines.

· Checkpoint and a short write-up that states the single-station clique limit in the main text, not only in Risk.

7 · RISK

what breaks first, and plan B

The current graph is three components of one station. If a multi-station geographic graph does not beat CNN-only, the

spatial-coherence story is unsupported and the result is the ablation table.

High accuracy on an 81% noise set can hide a useless detector. F1 and false-alarm rate are the numbers that matter;

accuracy is reported only with the majority baseline beside it.


